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Overall Method

® Targeted microbenchmarks for each new architecture /
communication library

® Profile application to determine bottlenecks

® Develop benchmark-informed optimizations for these
bottlenecks



Background: Many-core Supercomputers

Blue Waters

16 cores per node
e 2 Sockets per node

2 NUMA regions per node

1 NIC per node

ncsa.illinois.edu

 CrayMPICH


http://ncsa.illinois.edu
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Ping-Pong Latencies
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Multiple Ping-Pong Latencies
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Bienz et al, “Improving Performance Models for Irregular Point-to-Point Communication”
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Locality-Aware Aggregatlon
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Sparse Matrix-Vector Multiplication

Time spent performing a SpMV on each level of the hierarchy with 32,768 processes
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Bienz et al, “Node-Aware Sparse Matrix Vector Multiplication”
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Sparse Matrix-Matrix Multiplication
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Bienz et al, “Reducing Communication in Algebraic Multigrid with Multi-step Node-Aware Communication”



e
)
‘'
X
(D)
=
<
(D)
=
Yy—
@
>
4
‘
n
| -
v
>
‘r
C
-

Sparse Dynamic Data Exchange

»  Personalized Locality

Personalized

- - - - -
LD ~ am N — -
| | | | | |
Vu R ... ° °
.J_u o0 . °
ﬂ@ oo o e °
) e o ° °
@)
L o o ° °
o0 ° ° ° °
m ° ° ° °
i ° ° ° °
QO e ° ° °
10 ° ° ° . e
- ° ° o
O e e o o el
N e e
o o ° o ) o0
=
i ° o ®
D) ° ° o0
lO ° ° Y
B TR
- ° ®e
O ° ® o
N ° e o
| | | _______ | | _______ | | _______ | | _____
il B T N
- - - -
N um ™ ™ N

(SPU009Q) QWL ], POINSRIIN

(prepue)g 1sog /Aeoor] 18 ) dnpeadg

ggu Aeuneop
dS€EEe

19} G-Se
LG8901 ws3
LIPLTD
0CPLTO

GOESY

[ouUeg ewny
HIN
QTUSO[-()()G3 UOIY
9IN

QUG8 9snour
syeodol-Tyim
[JIUOW T
diypimd
0Z000-2113930T]
WSO~ AURUILIOS
SEN

6£9 Hneq
Tgrelel

Apcpu
X[PGARHIATRIP
aAr)depe
sorde T TIN
UI3P
JINOIID” DI WIOJ
[pe-orpunq
08Pd[u
jr0dsuedy,
[AICLOICITY)

Td

F1o3ed

0S 1% ¢ U 3831
GOV 1-H°03S

WSO~ RIS®

Suitesparse Matrix

Geyko et al, “A More Scalable Sparse Dynamic Data Exchange”



Background: Heterogeneous Supercomputers

Lassen (IBM Power9)

e 44* cores per node
e 2 Sockets per node

2 NUMA regions per node

2 NICs per node

https://hpc.linl.gov/hardware/compute-platforms/sierra

¢ SpectrumMPI


https://hpc.llnl.gov/hardware/compute-platforms/sierra
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Ping-Pong Latencies
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Multiple Ping-Pong Latencies
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Copy-to-CPU Alltoallv

Message size = 2048 bytes per process(Weak Scaling)
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Namugwanya et al, “MPI_Alltoallv Optimizations on GPU-Enabled Architectures”



Dane (Sapphire Rapids)

112 cores per node

e 2 Sockets per node

8 NUMA regions per node
2 NICs per node

e OpenMP|
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https://hpc.llnl.gov/hardware/compute-platforms/dane
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Ping-Pong Latencies
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Impact of Inter-NUMA Communication
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Kinkead et al, “Scaling All-to-all Operations Across Emerging Many-Core Supercomputers”
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Per-Socket Performance

Inter-node latency on Amber
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Impact of NIC Placement

Amber Mean Time vs Node Count for 4096 Bytes
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Wesley et al, “Assessing the impact of MPI process placement on communication in many-core systems”



Tuolumne (El Capitan System)

4 NUMA regions per node,
each containing:

* 1 AMD MI300A APU
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e 24" CPU cores
* 1 Network Interface Card (NIC)
* CrayMPI, HIP/ROCm/RCCL
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Inter-CPU Ping Pong

Intra-NUMA Inter-NUMA Inter-Node
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Inter-Node Bandwidth, Even NUMASs
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Inter-GPU Ping Pong
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2 Processes Per GPU
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Optimizing Large Allreduces
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Adams et al, “Optimizing Allreduce Operations for Modern Heterogeneous Architectures with Multiple Processes per GPU”
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How Does RCCL Compare?
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Allreduce: MPI vs
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Optimizing Small Allreduces
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Optimizing Small Allreduces
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Optimizing Small Allreduces
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MPI Advance

® https://github.com/mpi-advance/mpi-advance

o \
— Q mpi-advance Q Type (/] to search 8 ~ + - GO 1 H & &“)

() Overview [l Repositories 12 Projects ) Packages Ax Teams A People 5 @ Security and quality [~ Insights 3 Settings

MPI Advance Project

n I ﬂ - Unfollow
A Better MPI Extensions for a Better HPC World

A2 17 followers @ United States of America

® View as: Public ~

Popular repositories o .
You are viewing the README and pinned

repositories as a public user.

locality_aware Public MPIPCL Public You can create a README file or
Collective and Neighbor Collective Optimizations and Extensions Library implementation of MPI-4 Partitioned Communication pin repositories visible to anyone.
Get started with tasks that most successful
@®c++ w13 %18 @®@C vs o
organizations complete.
mpl-subset Public stream-triggering Public Discussions
Compact subset of C++ MPL messaging library. An MPI Advance library exploring various stream triggering APIs Set up discussions to engage with your
community!
@®cCc++ w7 %1 @®cC++ Y12 y

Turn on diceclicecione



Thanks!
Questions?
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